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Abstract. When looking at authenticated encryption schemes, we have
schemes that process the input data by having serial calls to their under-
lying building blocks, like duplex-based constructions, and schemes that
allow for parallel calls to their underlying building blocks, like the Galois
Counter Mode (GCM). Naturally, one can parallelize a serial scheme by
distributing the data to encrypt over different calls to the serial scheme.
However, there are many different choices to be made, like how to choose
the nonce for the different instances, or if and how to combine the multi-
ple tags into a single one. In this paper, we investigate different possible
choices providing proofs for their security. Interestingly, we see a huge
variance in the provable properties and hence, the security in making
a serial scheme parallel. Or, motivating the problem more generally, we
are investigating tag combiners, where the single tags to be combined
are secret to the adversary.
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1 Introduction

One property that differentiates nonce-based authenticated encryption schemes
is how they process the input data, either in a serial or parallel fashion. Typ-
ically, this refers to how the underlying building block, e.g., a blockcipher or
cryptographic permutation, is used. Take for example AES-GCM |[23]. Here, the
blockcipher AES [14] is used in counter mode allowing to encrypt each block
of ciphertext in parallel. The following authentication is done using a univer-
sal hash function [21},[28] that also allows for parallel processing of ciphertext
blocks. In contrast, we have authenticated encryption schemes like Ascon [15],
which is based on the duplex construction [10]. In this case, the input data is
split into blocks that are processed one after each other so that upcoming blocks
are influenced by previous blocks.

However, we can also use a serial scheme to process data in parallel. This
can be done by splitting the data and processing it in parallel with different



instances of the serial authenticated encryption scheme. However, in doing so,
we have different options in choosing the nonce of these instances and we must
also tackle the questions on what to do with the tags. For example, if we split
the data across x instances, we need to handle x nonces and x tags. To save
space when storing or bandwidth when transmitting, it would be favorable to
compress the x nonces and x tags to a single nonce and a single tag. There are
many ways to do this, which all have potential impact on the achievable security.

In this paper, we explore numerous ways of handling the nonces and tags
when parallelizing serial nonce-based authenticated encryption schemes. In par-
ticular, we put our focus on nonce-based authentication schemes that also recom-
pute pseudo-random tags during verification and compare it with the provided
tag, as detailed in Section [3] For these schemes, we explore different ways of ini-
tializing them, by either putting no restriction on the nonce, splitting the nonce
into a nonce and a counter, or including the degree of parallelism as part of the
associated data. The transformations that we consider are defined in detail in
Section [l On the tag side, we consider two major cases, either the single tag
is just the XOR of the individual = tags, or the x tags are just concatenated,
plus various post-processing of those major cases with, e.g., hash functions, or
pseudorandom functions.

To the best of our knowledge, this is the first extensive study on different
ways to parallelize serial nonce-based authenticated encryption schemes that
comes with proofs on their security properties.

The idea of taking a serial authenticated encryption scheme and making it
parallel appears at some places throughout the literature. Specially in the case
of the duplex construction [10], we see remarks that they can be parallelized in
a similar fashion as tree hashing [9]. The work in [25] further specifies ways to
use the duplex construction in a parallel fashion, but lacks security proofs. Dur-
ing the CAESAR competition [12], several duplex-based parallel authenticated
encryption algorithms were submitted, including NORX [3|, the parallel mode
of ICEPOLE [24], and 7-Cipher [18]. A subsequent analysis provided security
proofs covering NORX and ICEPOLE [19}/20]. In contrast to previous works,
which are more or less dedicated schemes, our work is an in-depth exploration
on various ways of making serial authenticated encryption schemes parallel.

2 Preliminaries

Let a,b € N with a < b. [a, ] denotes the set {a,...,b}. Given z,¢ € N such
that [logy(z)] < logy(£), (x)¢ represents the encoding of = over log,(¢) bits.
We denote by {0,1}* the set of a-bit strings and {0, 1}* the set of arbitrarily
long strings, including the empty string. For X, Y € {0,1}*, X||Y denotes their
concatenation, and if |X| = |Y|, we write their bitwise exclusive or by X + Y.
Finally, given a finite set S, = & S denotes that z is sampled uniformly at
random in S.

Adversaries and Distinguishing Advantages. An adversary A is an algorithm
that is given access to a collection of oracles. If A is a distinguishing adversary,



after its interaction with the different oracles, it returns a decision bit b € {0, 1}.
We denote this as “A[W] — b”. For two collections of randomized oracles Wy
and W5, we denote the advantage of an adversary A in distinguishing between
them by

AA[Wl,WQ] = |PI' (A[W1] — 1) — Pr (A[WQ] — 1)| .

We will focus on information-theoretic adversaries, meaning that their complex-
ities are only measured by the number and type of oracle queries.

Nonce-Based Message Authentication Code. A nonce-based message authentica-
tion code (NBMAC) N'BM comprises two algorithms, indexed by a key K € K:
one for generating tags Mg : N x M — T, and one verification algorithm
Vi : N X M xT — {T, L}. In the associated security game, the key K is sam-
pled uniformly from X, and the adversary has oracle access to M g and V. The
adversary is never allowed to query Vi with an input (N, M, T) that corresponds
to a past query Mg (N, M) = T. Moreover, we will be in the nonce-respecting
setting, meaning that the adversary is not allowed to repeat a nonce N in its
queries to Mg . The adversary is said to produce a forgery if it makes a query
to Vi that returns T. The advantage of the adversary is defined as follows:

AdvENEC(A) = Pr (A[Mg]| forges) ,

where K < K. Furthermore, Adv%%l\ffc (gr,qr) denotes the maximum of
Advf/%%(AC (A), over all nonce-respecting adversaries allowed to make ¢p; queries

to Mg and g queries to V.

Multicollisions. To upper bound the expected value of multicollisions, we will
use the following result of [13], later slightly improved in |22].

Lemma 1. Let n, R € N. Consider the experiment of throwing uniformly at
random n balls in R bins. Let mCol(n, R) denote the expected highest number of
balls in a single bin (mazx bin load). We have

2
mCol(n, R) < E” +31In(R) +4.

The proof of Lemma [I] can be found in [22].

3 Authenticated Encryption with Associated Data

3.1 Definition

An AEAD scheme based on a primitive p is a tuple of algorithms AEAD? =
(AEenc?, AEdecP). The encryption algorithm takes as input a key K € K, a
nonce N € N, associated data A € A, and a plaintext P € P. It outputs a
ciphertext C' € C and a tag T € 7. The decryption algorithm takes as input



a key K € KC, anonce N € N, associated data A € A, ciphertext C' € C, and
a tag T € T. It outputs either the corresponding plaintext P € P or a failure
symbol L. For convenience of notation, we will use the key as a subscript to the
algorithms. Thus, for any K € KC, we have

AEench. : N x AxP — CxT
(N,A,P) — (C,T),

AEdech. : N x AxCxT — PU{L}
(N,A,C,T) — P/L.

We will focus on the binary case, so that K := {0, 1}*, N := {0,1}", T := {0, 1}¢,
and P,C, A :={0,1}*. Another point of focus is that the AEAD has a constant
expansion. More precisely, there exists w > 0 such that if AEencl (N, A, P) =
(C,T), then |C| = |P|+w. Note that with our notation, the ciphertext does not
include the tag. Thus, in particular, when w > 0, this means that the scheme
adds some redundancy to the plaintext, such as appending to the plaintext a
string of w 0 bits. This concept was formalized in [8], and has recently been used
to generically make AEADs more robust regarding key-commitment [1}[26].

We are interested in a subset of AEADs that allows to retrieve the plaintext
without requiring the tagﬂ More formally, these schemes include a sub-algorithm

Dy N xAxC— (PU{L})xT,
such that AEdec’., on input (N, A, C,T), operates as follows:

- (P7 T*) A D;?((Na A7 0)7
— if T =T* return P. Else, return L.

D handles the w bits of plaintext redundancy internally, which may result in
returning L.

3.2 Security Model

We will consider schemes whose security proofs have been made in the ideal
primitive model: at the beginning of the game, the primitive underlying the
AEAD p is sampled uniformly at random from the appropriate set, denoted by
p & Prim In our analysis, we consider the multi-user setting, where the scheme
is used simultaneously by p users. Let ($,,)5,_; be u independent instances of a
random function. For each new input (N, A, P) € {0,1}™ x {0,1}* x {0,1}*, $,,
returns a random string (C,T) with |T| =t and |C| = |P| + w. The adversary
A is never allowed to repeat a decryption query for which it already knows the

3 The tag combiners we use may make the resulting scheme based on AEADs that do
not have this property, e.g., APE [2], nonfunctional

4 This definition also captures AEAD schemes based on standard-model assumptions
by setting Prim to be a singleton. Our general formulation allows to additionally
capture, among others, permutation-based constructions.



answer thanks to a prior encryption query. A is called nonce-respecting if it never
makes two ditinct encryption queries with the same nonce to the same user. The
multi-user AE security of AEAD against an adversary A is defined as

Advi (4) = Au ([(aE8DY )2 p] (8w, Ly 1))

where Ki,..., K, & {0,1}*, and p <& Prim, and L denotes the function that
always returns L.

Without loss of generality we focus on a specific class of adversaries called
orderly [4l/7). These adversaries make decryption queries only after all encryption
queries have been made, and the decryption queries do not depend on previous
failed decryption attempts, although they may depend on earlier encryption
queries. In our setting where the ciphertext has a constant expansion, it has
been shown that for every adversary A, there exists an orderly adversary A’
with at most the same complexity as A, such that [4}7}/11]

Advi (A) € Advii (A) + 517
where gp denotes the number of decryption queries made by A. Moreover, if A
is nonce-respecting, so is A’. The proof of this reduction can be found in the full
version of |4] ([5 Appendix E]).
It will be convenient to split the AE security into confidentiality and authen-
ticity, which are respectively defined as follows:

Advigi(A) = Au ([(aBench )| s(Smllcy o)) . ()
Advish(4) .= Pr (.A[(AEAD%m)i;:l ,p] forges) , (2)

where “A forges” means that it makes a query to the decryption oracle that does
not return 1 and that is not the result of a previous encryption query. We have
that [6]:

Advigp(A) < Advigip (A) + Advigp (A7), 3)

where A’ and A” have the same query complexity as A, and preserve nonce-
respecting.

4 Transformation

Let AEAD = (AEenc, AEdec) be an AEAD that complies to the aforementioned
conditions, with AEdec using D. Let ¢ € N*, 7/ = {0,1}", and let ¢ € N.
The transformation operates on top of a (potentially keyed and/or nonce-based)
finalization function F : N/ x K’ x Ule (T)! = T'. The transformation can
process up to L € [1,£] chunks of data in parallel. Our AEAD combiners can
have further requirements on structuring the nonces or absorbing information
on L. We introduce three variants:



— General case:

gF,K’ (AEAD%) = (IF,K’ (AEenc};(),‘EpyK/ (D%)) y
— Single nonce (requires that n > [log,(¢)]):

{SI}Q;*’K/ (AEADII)() = (‘:{?"K/ (AEenCZI)(), I%,K/ (D%)) 5
— Single nonce and split (requires that n > [log,(¢)]):

The three transformations have key space K x K’, message space Ule (P)l, as-

sociated data space Ule (A)l, ciphertext space Ule (C)l7 and tag space 7. The
number of elements in the plaintext/ciphertext tuples must match the number
of elements in the associated data tuples.

General Case. Tp i (AEADY,) has a nonce space of Ule (NV)', and the number
of elements in the nonce tuple must be equal to the number of elements in
the plaintext/ciphertext tuples. In this case, the nonce space of the finalization
function is either N7 =0 or N’ = Ule (ML Tt is defined as follows:

— Encryption: on input (N1, ..., Np), (A1, ..., AL), (Py, ..., Pr) with keys (K, K'):
e Step 1: for I =1,..., L, compute (Cy,T}) + AEench. (N, A, P)
e Step 2: if N = 0, let N’ = 0; otherwise, let N’ = (Ny,..., Ng), then
compute T'= F(N',K', (T, ...,TL))
e Output: ((Cy,...,CL),T)
— Decryption: on input (Ny,...,Nz),(A1,...,AL),(Cy,...,CL), T with keys
(K, K'):
e Step 1: for I =1,..., L, compute (P, T}") + D% (Ni, A, Cy)
e Step 2: if one of the P, equals to L, return L. Else, proceed.
e Step 3: if NV = (), let N’ = (; otherwise, let N = (Ny,...,Np), then
compute T* = F(N', K', (Ty, ..., T}))
e Output: if T'=T*, return (P,..., Pr) else return L

Single Nonce. For ‘I} o (AEADR.), we have further restrictions on the nonce
space; we essentially create a tuple (Np,...,Np) from a single main nonce
N e {0, 1}”’Uog2(m concatenated with a counter [. In this case, the nonce space
of the finalization function is either N’ = ) or N7 = {0, 1}~ [1°&2(O1 Tt is defined
as follows:
— Encryption: on input X, (Ay,...,Ar), (Py,..., Pr) with keys (K, K’'):
e Step 1: for { =1,..., L, compute (Cy,T}) + AEench (N||(l — 1),, A;, P)
e Step 2: if N7 = (), let X = {); otherwise, let X = R, then compute
T=FN,K' (Th,...,Tr))
e Output: ((Cy,...,CL),T)
— Decryption: on input N, (Ay,..., Ar),(Cy,...,CL), T with keys (K, K'):
e Step 1: for I =1,..., L, compute (P, T}") + DE(R|[(I — 1), A, C})
e Step 2: if one of the P, equals to L, return L. Else, proceed.
e Step 3: if NV = 0, let N = {); otherwise, let N = R, then compute
T* = P, K', (T}, T}))
e Output: if T'=T", return (P,..., Py) else return L



Single Nonce plus Split. For f%)LK,(AEAD’;(), we require additionally that L is
concatenated with the associated data. It is defined as follows:

— Encryption: on input N, (A4y,...,Ar), (Py,..., Pr) with keys (K, K'):
e Step 1: for I = 1,..., L, compute (C;,T;) < AEench (N||(l — 1), (L —
)
e Step 2: if N7 = (), let X = {; otherwise, let ¥ = R, then compute
T=F®, K (T),...,T1))
e Output: ((C4,...,CL),T)
— Decryption: on input R, (A4,...,Ar),(C,...,Cr), T with keys (K, K'):
e Step 1:forl =1,..., L, compute (P, T}*) < D (N|[(I—1)¢, (L—1),|| A, C)
e Step 2: if one of the P, equals to L, return L. Else, proceed.
e Step 3: if NV = 0, let N = (); otherwise, let N = R, then compute
T = FON, K' (Tf,...,T}))
e Output: if T =T*, return (Py,..., Pr) else return L

Instances for F. We will consider different functions to process the tags. The
two base combiners are the concatenation id(T1,...,Tr) = Ti|---||Ty and
the XOR idy(Th,...,Tr) = T1 + -+ + Tr. Both of these combiners can be
composed with a post-processing function: a pseudo-random function (PRF), a
truncated random oracle (RO), or an NBMAC. For a post-processing function
F € {PRF,RO,NBM} and a combiner ¢ € {||,+}, we write F, for the function
that first combines the tags with id. and then applies F, i.e., F.(T1,...,TL) =
F (idc(Tl, e ,TL)). We will also consider applying a block cipher directly after
idy, which we denote BCy, i.e., BC(T,...,Tr) = BC(Ty + --- + T1). In this
analysis, only NBMACs take a nonce as input, and they use the same nonce
that is provided to AEAD. In the general case, the nonce is then Ny ||Na||...||Ng;
in all other cases, it is N. This is because most MACs that do not behave like
PRFs are universal-hash based, like Wegman-Carter [28], whose security relies
on nonce-respecting security. This ensures a relatively wide coverage.

On Encoding Data Into Tuples. Our scheme is somewhat agnostic on how associ-
ated data and plaintext/ciphertext is encoded (split) into the required associated
data and plaintext/ciphertext tuples. The encoding just has to be understood in
the same way by the sender and receiver. One possible encoding is to split d-bit
data into, e.g., [d/128] blocks with a possible last block that is incomplete and
distribute them as evenly as possible among the tuples. For example, consider
L = 2. We use Ascon-AEAD128 [27] and want to process 120-bit associated
data and 448-bit plaintext. Following the proposed encoding, we get the tuple
(A1, As) with length 120 bits and 0 bit and the tuple (P;, Py) with length 256
bits and 192 bits. So, the first Ascon instance makes 2 calls to p'2, 1 call to p®
due to the existing associated data and 2 calls to p® due to the plaintext (due
to 10 padding of the plaintext). The second Ascon instance makes 2 calls to
p'2, 0 calls to p® since no associated data is present and 1 call to p® due to the
plaintext.

Another encoding option is to not look at blocks, but just distribute the data
as evenly as possible on a byte level. So, first data byte goes to the first instance,



second data byte to the second and so on. Let us consider the example of L = 2,
Ascon-AEAD128, 120-bit associated data, and 448-bit plaintext again. Then our
tuple (A1, A2) has a length of 64 bits and 56 bits and the tuple (Py, P;) has a
lengths 224 bits and 224 bits. So, the first Ascon instance makes 2 calls to p'2,
1 call to p® due to the associated data and 1 call to p® due to the plaintext. The
second Ascon instance makes 2 calls to p'2, 1 call to p® due to the associated
data and 1 call to p® due to the plaintext.

So, we see that different encodings lead to different utilization of the in-
stances, but also to the overall calls to the underlying primitives. In the worst
case, encodings that interact badly with the underlying specifics of the used au-
thenticated encryption scheme create a lot of “empty” calls to the underlying
primitives. Hence, one should consider the specifics of the used authenticated
encryption scheme when deciding on which encoding to use.

5 Security Analysis

Let s € {“”,N,RL}. We split the analysis of T° into confidentiality and au-
thenticity as in . In the following, a chunk corresponds to one tuple B; =
(N1, Ay, M) that is processed by one call to AEenc’, or DY..

Nonce-Respecting Adversaries. When s € {R, XL}, a nonce-respecting adversary
A is also nonce-respecting in the calls to AEAD (i.e., the calls to AEenc’, do not
repeat the same nonce). However, in the context of the transformation TrKs
A being nonce-respecting does not translate to a nonce-respecting setting in the
underlying AEAD calls. For instance, a nonce-respecting adversary may make
two queries with input nonces respectively (N7, N3) and (N7, N2), and in that
case, the AEAD call at the second position repeats a nonce. We therefore call
an adversary chunkwise nonce-respecting that never repeats individual nonces.

Nonce-Misuse Adversaries. We will consider authenticity both in the nonce-
respecting and the nonce-misuse setting. However, our bounds in the nonce-
misuse setting are only preservation results: if AEAD is already misuse-resistant,
our transformations may preserve nonce-misuse authenticity up to the specified
bounds and the conditions specified in Section [5.2] However, they cannot generi-
cally repair an AEAD that is insecure under nonce reuse; doing so would require
a dedicated analysis.

Metrics for Queries. The considered adversary A makes ¢g (resp., ¢p) encryp-
tion (resp., decryption) queries with a total number of encryption (resp., decryp-
tion) chunks equal to o (vesp., op) to T4, ;s (AEADY ). Note we have ox < £xqx.
With a nonce-misuse adversary, we denote by o, the maximum number of chunks
where a nonce is being reused and ¢; as the maximum number of queries where a
nonce is reused. Moreover, when the finalization function considered is a random
oracle, we denote by go the number of queries made by A to the random oracle.



Table 1: Summary of authenticity security bounds for different combinations
of the transformation and the finalization function. “NR” stands for nonce-
respecting, “NM” for nonce-misuse. "AEAD is defined and discussed in Sec-
tion Proofs for the -, family can be found in Section [6] and for the - family

in the full version of the paper |16, Section 7].
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5.1 Confidentiality

Note that in our setting, confidentiality can be achieved only if the adversary is
(chunkwise) nonce-respecting. Let therefore A be a (chunkwise) nonce-respecting
adversary. Let (I',)h _; be p independent idealized version of the transformation
with the same input/output interface, returning independent uniform outputs
for every fresh query. Moreover, let ($,,)" _; be u independent random functions
as defined in Section [3:2} We decompose the confidentiality advantage as follows:

Adv%qii(,(AEAD)(A) =Au ([(fiilqn (AEenc]ID{m)>“

R RISy
< A ([ (Thorey (Bench )" p] 5 [(Thy, ) 1))

+ Au ([(Shae, 6m)._p] sy 1)

; ,p} (D )imes ,p]) ,

< Advigt () + Ax ([ (Thae, (8m)”

m=1

where A’ is a nonce-respecting adversary that makes at most og encryption
queries to AEench,. The remaining distance depends on the behavior of the fi-
nalization function when applied to random inputs.

If Fe {z’d.,r7 id‘|,BC+}, then the finalization function preserves uniformity
and independence of the tags, so that

Aa([(5m, 5m)"

m=1

p] (Bl 8]) = 0.

IfFe {RO” , RO+, PRF, PRF+}, then the finalization function introduces
an additional source of collisions at its input, and we have

A ([(ha ) o] 1Yy ) < ZESEZL)

Finally, if F' is an NBMAC construction, then nothing guarantees that the
resulting tags remain indistinguishable from random, so it may not achieve con-
fidentiality.

Therefore, confidentiality depends on the finalization function, and the cor-
responding term quantifies the loss of tag pseudo-randomness induced by the
chosen finalization function.

5.2 Authenticity

Security Requirements on Tag Generation. For authenticity, we require that the
tag-generation mechanism used by AEenc and D produces tags that are indistin-
guishable from uniform random values. To formalize this, we define from AEAD
an auxiliary construction ™AEAD = (T®AEenc, ™ AEdec), which follows the same
structure defined in Section with plaintext-retrieval construction ™D. Infor-
mally, " AEAD?. behaves identically to AEADY., except that the tags are replaced

by uniform random values for every new input. The exact definition of ™ AEenc?,

10



Algorithm 1: Definition of "™AEench. and ™D%.. Inputs include N €
0,17, A, P,C € {0,1}".

1 Function Init():
2 ‘ DataBase < 0 ;

3 Function "™AEenc?, (N, A, P):

4 if 3C, T such that (N, A, P,C,T) € DataBase then
5 | return (C,T);

6 end
7
8
9

C, _ < AEenci (N, A, P);

T & {0,1};

DataBase < DataBase U {(N, A, P,C,T)};
10 return (C,T);

11 Function D% (N, A, C):

12 if 3P, T such that (N, A, P,C,T) € DataBase then
13 | return (P,T);

14 end

15 P,_« D4 (N,A,C);

16 T & {01} ;

17 DataBase < DataBase U {(N, A, P,C,T)} ;
18 return (P, T);

and ™D?. are provided in Algorithm [} We require that the distinguishing ad-

vantage between AEAD and T®AEAD is negligible even under nonce-misuse, that
is

Ay ([(AEAD@’%);:1 ,p} : {(T$AEAD§’(M)::1 ,pD , (4)

must be negligible. This property is implied by confidentiality in the nonce-
misuse setting. However, schemes that are secure in the nonce-respecting setting
but do not achieve nonce-misuse AE security may still satisfy this property (e.g.,
duplex-based schemes).

Our notion is closely related to the PR-tag notion introduced by [17], which
was defined in the context of online misuse-resistant authenticated encryption
(OAE) and captures that tags produced on encryption queries only should be
indistinguishable from random. We discuss the relation between our notion and
PR-tag security in Appendix [A]

Security Reduction. Remember that we consider an orderly adversary. We also
forbid the adversary to make a decryption query that corresponds to a previous
encryption query. We have:

Pr (A[ (%5, (ama0f )"

m=1

Pr (AK Pkt (AEAD’I’(M)):;:1 , p} forges)

, p} forges) =

11



—Pr (A[( e (T$AEAD§{M))
+ Pr (A[ (T, (SaEaD} )
. $ m uth
A ([(AEADII)(771>ZL:1 ,p] ) [(T AEADII}m)m:l 7PD + Adv%iK,(TSBAEADKM) (A),

where A" is a distinguisher that makes at most o (resp., op) encryption (resp.,
decryption) queries. The leftmost distance corresponds to . The remainder of
this work is dedicated to the analysis of
“w
Adv%tg];(mAEADK y(A) :==Pr (A [( FK ("SAEAD?, )) B ,p] forges> .
: m m=1

m

14

, p} forges)
m=1
"
m=1

, D forges) <

Table [I] summarizes our findings. Due to space constraints, we only give the
proofs for the -, family. Proofs for the - family can be found in the full ver-
sion |16} Section 7].

6 Authenticity Bounds for the -, family

We assess authenticity, and consider for simplicity non 0-padded schemes (i.e.,
w = 0), so that authenticity just comes from the tags. Let us define some further
terminology.

Assume that the adversary makes an encryption query

N,(Al,...,AL),(Pl,...,PL)—) (Ol,...,CL),T.

Moreover, let (Ny,...,Ny) be the ordered list of nonces fed into the AEAD. A
subsequent decryption query is called “truncated” if there exists [ € [1, L — 1]
such that the decryption query has input N’, (Ay,..., A;),(Cy,...,C)), T, where
the ordered list of nonces fed into the AEAD equals (NVy, ..., N;). Moreover, with
the general transformation T, a decryption query is “re-ordered” if it has input

(N'rr(l)7 SRR NT{'(L))? (ATr(l)v cee 7A7T(L))(C7'r(1)a R CTF(L))7T/ )

where 7 is a permutation over [1,L]. A partial intermediate tag is a tag T;
produced by a call to AEenc or D. An intermediate tag is the input to the
finalization function. Remark that, when the finalization function does not take a
nonce as input, T%LK, can be simulated using ‘3:?,7 x> which can be itself simulated

using Tp, xr. Therefore, when F ¢ {NBM|,NBM_}, we have
Adv%i:};,(wAEAD)(A) = AdV%u;t’};/(TMEAD)(A) > Advgslgi,(mAEAD)(A) ()

Finally, the intermediate tags have size ¢, while the finalization function maps
to tags of size t' bits.

6.1 Nonce-Respecting Setting

General Case, Chunkwise Nonce-Respecting. For F' € {id,BC;, RO,

PRF. }, this is insecure due to the possible reordering of ((N;)f_,, (A1)i_,, (C)i_,)
without influencing tag value. For example, ((Ny, N2), (41, As), (C1,Cs)) and

((N3, N1), (Aa, A1), (Ca,C1)) lead to the same tag value.

12



NBM .. We set Bad if there exists a decryption query with a nonce (N, ..., Np)
such that its intermediate tag collides with that of a (necessarily unique) earlier
encryption query with the same nonce (Ny,..., Nr). We have Pr (Bad) < 42.

Assuming —Bad, the intermediate tag of every decryption query, along with
the nonce used, forms an input to the NBMAC that has never occurred in an
earlier encryption query. Hence, the adversary must forge a tag for a new input.
Therefore,

4o
Ad"?ﬁ}; M+(T$AEAD)("4) < Advigan©(gm.ap) + ot - (*xBM)

Single Nonce. In the following, we introduce a game G, useful for analyzing
both nonce-respecting and nonce-misuse cases. In this game, for each new en-
cryption or decryption query, if the intermediate tag is not a linear combination
of earlier intermediate tags, we replace the sampling-then-sum step with a di-
rect uniform sampling of an intermediate tag of ¢ bits. Otherwise, if it is a linear
combination, the intermediate tag generated corresponds to that combination.
Consider for instance the following query history (in the nonce-misuse case):

— Encryption query with chunks (B, Bs): generates 17,75, intermediate tag
is T + T — replaced with 7'(V):;

— Encryption query with chunks (B, Bj): generates T4, intermediate tag is
Ty + T) — linearly independent of earlier queries — replaced with T,

— Encryption query with chunks (B, Bg): generates Ty, intermediate tag is
T} + Ty — linearly independent of earlier queries — replaced with 7(3);

— Encryption or decryption query with chunk (Bj, B}): intermediate tag is
T} + T} — dependent on prior queries — replaced with 7(!) 4 7(2) 4 7G),

This game hop replaces the uniform sampling of a vector X and multiplication by
an invertible matrix A to get Y = AX with directly sampling Y uniformly. Thus,
the distance between the original game and G is zero in both nonce-respecting
and nonce-misuse settings.

Remember that the adversary considered is orderly, which implies that a
decryption query can only be dependent on past encryption queries. Thus, in the
nonce-respecting setting with game G, a decryption query has its intermediate
tag sampled uniformly at random at the time of the query. We can now argue
security for each family member in game G, and will assume in the following
that the encryption queries give the intermediate tags to the adversary.

idy and BCy. In the case of BC, we can, out of generosity, assume the adver-
sary is given the key. This reduces the scenario to applying a public permutation,
making it equivalent to the id; case. The probability to forge a randomly gen-
erated tag is upper bounded by %4%.

NBM .. The reasoning is similar to the one adopted for the general case. Indeed,
a decryption query has its intermediate tag either colliding with the (necessarily

13



unique) decryption query that has the same nonce, or forms a new input to the
NBMAC. Therefore,

auth
Adv%Ij’f/.BM+(T$AEAD)('A) < (knBM]) -

RO,. The case of RO differs slightly due to the adversary’s ability to exploit
multicollisions across random oracle calls. Let Qr o be the set of distinct inputs
provided to the random oracle, either through direct adversarial queries or en-
cryption queries. Define the random variable @, to represent the size of the
largest multicollision observed among the random oracle calls. More formally,

Omax = max #{X € Qro | RO(X) =72} .
Ze{0,1}¢

This corresponds exactly to the bin-and-ball experiment described in Lemma
allowing us to state:

2(qe +q0)

57 +3t +4.

E (@max) S mCOl(QE + q0, 2t,) S
Now, consider a decryption query. Its intermediate tag T is sampled uniformly
at random. We have two possibilities:

— If T does not collide with any prior random oracle input, then RO(T) is
generated uniformly at random at the time of the decryption query. The
probability that this case occurs and that the adversary successfully forges
is of at most 2%

— If T collides with a previous random oracle input, then the set of possible
candidates for forgeries consists of all values RO(X), for X € Qre. Condi-
tioned on Opax = Onax, at most Op,,x inputs map any given output of the
random oracle. Therefore, the probability that this case occurs and that the

adversary successfully forges is of at most 0‘5;‘*.

Therefore,
qe+qo
auth _ j : _ _
AdVT%O+ (T$AEAD)("4) - , < Pr (-’4 forges | 8max - Hmax) Pr (@max - emax)
qp | 4pE (Omax) _ ap | 2ap(qe +q0) . (3t' +4)qp
e A T N (e 2t (+ro)

PRF,. The reasoning for PRF+ follows the same principle, with the key dis-
tinction being that the adversary does not have oracle access to the PRF. Nev-
ertheless, the adversary can still exploit multicollisions among the ¢g encryption
queries. As a result, we obtain

ap | 2qpqe . (3t +4)p
+ ottt ot . (*PRF)

auth
Advy | esien)(A) < 5p

14



Remark 1. The same upper bounds can be derived for the -| family members,
provided that at least ¢ bits of the intermediate tags of the decryption query are
uniformly generated.

Remark 2. If instead of a PRF, a nonce-based PRF is used, the reasoning for
NBM_ applies, so that the multicollision term disappears. In that case, when

considering the nonce-misuse setting, the term gg appearing due to multicolli-
sions would be replaced by ¢;, the number of queries reusing a nonce.

Single Nonce plus Split. For all the finalization functions, security follows
from security in the single nonce and .

6.2 Nonce-Misuse Setting

We denote by ¢; the number of queries where a nonce is reused, and by o; the
total number of chunks associated to nonce-misuse queries.

General Case. As for the nonce-respecting setting, this is still insecure.

Single Nonce.

td4. This scheme is insecure. Consider the following attack:

Make an encryption query with input (N, (A5, As), (P1, P2)) — obtain ci-

phertexts (C1, Cy), tag Ty + T, denote by T} the obtained tag;

— Make an encryption query with input (X, (A, As), (P, P2)) — obtain ci-
phertexts (C1, Cy), tag Ty + T, denote by T(?) the obtained tag;

— Make an encryption query with input (X, (A, As), (P, P2)) — obtain ci-

phertexts (C1, Cy), tag Ty + T, denote by T(3) the obtained tag;

We can forge for (R, (Ay, Ay), (C1,Cy)) with a tag TM + 73 4 76),

Note that this attack applies as well to the single nonce plus split case.

PRF,.. We again use the sampling technique from G (cf., beginning of Sec-
tion , so that the intermediate tags have form T(9). They are either directly
sampled at random, or sum of past queries. We define ColM . as follows:

— Either there exists four queries, two of them with a nonce X, with interme-
diate tags T("), T(2) two others with another nonce X, with intermediate
tags 70U, T0U2) such that T() = 701 and T(2) = 702),

— Or there exist two queries with the same nonce N, with intermediate tags
T, TG such that TW = 7).

15



This bad event is set if the adversary observes collisions with intermediate
tags that correspond, at the moment of the triggering query, to nonce-reuse
queries. Moreover, even if the input is a linear combination of past prior queries,
it remains uniformly random and hidden from the adversary. Therefore,

qe(qe +1)

Pr (ColM, ) < =

Consider a decryption query, and assume that =ColM . holds. We do a case
distinction:

— If the game G would sample a new intermediate tag uniformly at random
(i.e., the decryption query uses a new nonce, is a truncated version of a prior
nonce-respecting query, or reuses a nonce from a past encryption query, but
G would still sample a new intermediate tag): the analysis boils down to the
nonce-respecting setting;

— Otherwise, we are left with the case where the decryption query reuses old
chunks from a prior nonce-repeating query. It is thus of the form 7(1) 4
oo + TUD) wwhere D > 2, and all T("’s corresponds to the same nonce.
In that case, apart from guessing the random values, the only way for the
adversary to forge is to exploit collisions. For instance, assume that it made
the following encryption queries:

e One with input B; — intermediate tag 7'();

e One with input B} — intermediate tag T();

e One with input (By, By) — intermediate tag T();

e One with input (B;, By) — intermediate tag T¥;
where TG) = T4 In that case, the adversary can make a query with input
(B}, Ba) get the tag T = PRF(TW + T2 4+ T7®)) and deduce a forgery for
(B, B5) with the tag T. When the linear combinations are more complex, it
might be that the collisions include linear combinations of intermediate tags,
but in any case the adversary must have made the specific associated queries
to identify collisions. This possibility is prevented by —~ColM,.. Therefore,
the input and output of the decryption query are uniformly random and
hidden from the adversary.

Therefore,

: qe(q +1
ADVE () < LI e

RO,. We will reuse the bad event ColM . from the prior case. On top of this,
we define GuessM as follows: there exists a RO query that collides with an
intermediate tag, itself coming from a query known to be nonce—misuseEI We
have

@qo | q(q+1)

Pr (GuessM Vv ColM, ) < 5 ST

5 To be clear, if the adversary guesses a certain input of a nonce-respecting query with
nonce XN, but later N is repeated, this does not set GuessM.
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Now, consider a decryption query and assume -GuessM A -ColM . We do a
case distinction, as before:

— If the game G samples a new intermediate tag at this point, the analysis
boils down to the nonce-respecting setting;

— Otherwise, we are left with the case where the decryption query reuses old
chunks from a prior nonce-repeating query. It is thus of form 700 + ... 4
T(n) where D > 2, and all T(9’s corresponds to the same nonce. Thanks to
—GuessM, the adversary knows via RO calls at most one of the partial in-
termediate tags. The remaining values remain uniformly random and hidden
from the adversary, thus this is also the case of the sum 701 + ... 4 T(p)
Therefore, the reasoning that we derived for PRF, single nonce still holds.

Therefore,

auth @q0 | qilg: +1)
AdV‘;Cg*w+(TMEAD)(«A)S ot + 9t+1 + (rro)) -

BC, . The analysis is similar to the one of PRF .. The only difference is that, in

the case where the decryption query is a linear combination from prior nonce-

misuse queries, and assuming ~ColM ., the input is not known to collide with

a past nonce-misuse encryption query. Therefore, the output of each decryption

query is sampled uniformly at random in a set of size at least 2¢ — ¢;, so that
2¢p | q(qe +1)

auth
AdvT§c+(T$AEAD)(A) < % —q + 9t+1

Single Nonce plus Split. id; is also insecure because of the aforementioned
attack. Security of the other schemes follows from the single nonce case.

7 Conclusion

In this paper, we have analyzed the security of many different ways to parallelize
serial authenticated encryption. We were able to show that already embedding
a counter in the nonce and summing the tags leads to a secure construction in
a nonce-respecting scenario. Just processing the sum of tags further, e.g., with
a PRF already gives a secure solution in the nonce-misuse scenario.

Overall, in terms of security benefits, there are only limited scenarios where
concatenation is preferable over summing. This occurs either in scenarios where
there are no nonce restrictions, or under a very specific set of conditions that
allow for a slight security improvement. We think that these observations could
draw interesting parallels to the use of authenticated encryption at the protocol
level.
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A Relation Between Our Requirement and PR-Tag
Security

We now study the relation between the notion defined in (4) and PR-tag security.
Let A be an adversary that makes gp decryption queries and never repeats
a decryption query for which it already knows the answer thanks to a prior
encryption query. We have

= Ay (>(AEAD§%)‘;:1 ,p} ; [(T$AEADP ) » D
( o))+
(AEencK , )M S ,p] _(T$AEencK R )M } )

(
([
AAE <T$AEencK , )” ) ;[(T$AEAme);:1,pD

[ AEA ) ,p} ; [(AEenc’;( ,

=1 d
AEADY, )" 1,p} [(AEencT;{m,l);:17pD+

i o
AA< (AEencK , ) 71’10]; (T$AEenCZ[)( ,J.) ,pD+q27f,
- - m m=1

where we used that the third distance is upper-bounded by the probability of
successfully guessing a random tag. The first distance corresponds to nonce-
misuse authenticity, while the second corresponds to PR-tag.

PR-tag security alone is insufficient to guarantee nonce-misuse authenticity
when using our combiners. As a toy example, consider an AEAD that behaves
ideally for all inputs except when the plaintext is the key: we set AEench, (N, A, K) =
(01K Ty @ Ty), where Ty is the tag produced by AEench.(N, A, X). This AEAD
is secure in the nonce-respecting setting and satisfies PR-tag security, yet it is
completely insecure when used with our combiners.
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